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Abstract

Content based image retrieval (CBIR) has been one of the most active areas in computer
science in the last decade as the number of digital images available keeps growing. One of the
fields that may benefit more from CBIR is medicine, where the production of digital images
is huge. Physicians can query large image databases to detect tumors and malformations in
x-rays or magnetic resonance images based solely on the image content, without textual infor-
mation that may have different interpretations. Extensive research has been done to develop
methods to ensure that queries are increasingly faster and more effective but several problems
related to the semantic meaning of the image content and to the retrieval efficiency in large
databases are yet to be solved. Such problems are even more dramatic when searching patterns
(sub-pattern matching) on medical images because (a) they only have gray-levels – any other
color is artificial – and therefore should not be used and (b) even an apparently detail may
have a crucial importance. These queries require many millions of comparisons, even for small
databases, thus the huge time required to process them limits the system’s usefulness. We
propose the use of the hierarchical linear subspace method to index the image’s content. Our
tests show that this method just need to be slightly modified to be able to perform sub-pattern
matching queries involving medical images in useful time.

Keywords: Sub-pattern matching, indexing, hierarchical linear subspace method, feature
vectors, medical images

1 Introduction

In the last decade, several technological advances have made the capture, sharing and storage
of digital images much easier. As a result, most people easily have a collection of hundreds or
thousands of images stored on his personal computer. Even if we carefully organize our collection,
a simple query, like “retrieving the images containing a car” can be quite a challenge. Most people
solve this kind of problems by manually looking all images in the collection until they find the
image(s) they wish to retrieve. However, companies that rely on querying thousands of images
can’t afford to spend hours or even days to find desired images. One of the fields where a good
image retrieval system can be very valuable is medicine, especially on three large domains[11]:
(a) teaching, (b) research and (c) diagnostics. In theory, if the entire content of an image was
perfectly described by textual information (metadata), we could execute some queries effectively
and efficiently using well known text-search algorithms. However, in practice those systems are
quite limited, since it is extremely difficult, if not impossible to create metadata with that quality,
mostly due to the current lack of structured representations able to capture the implicit information
present on an image. This problem of converting the pixel’s low-level information into a high-level
representation of the image content is known as semantic gap [14].

Content based image retrieval (CBIR) systems try to retrieve images, not by their metadata, but
by extracting low-level features from the image, such as shapes or textures. They still can’t bridge
the semantic gap, so it’s not yet possible to perform queries on high-level objects, like “give me all
pictures containing a car”, without using metadata. Instead, CBIR is usually based on queries by
example (QBE) such as “give me the 10 most similar images to this one”. Typically, they search
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for similar images from a given query image (“whole match queries”), but some systems are also
able to identify images that contain one or more regions similar to the query image (sub-pattern
matching).

Definition 1 Given a collection of S objects O1, O2, ..., OS and a query object Q. A whole match
query identifies the data objects that are within a distance ε from Q.

Definition 2 Given a collection of S objects O1, O2, ..., OS, a query (sub-)object Q and a tolerance
ε. Sub-pattern matching identifies the parts of the data objects that match the query Q.

Sub-pattern matching can be converted into multiple whole match queries over the same image.
The idea is to compare the query image with an equal sized area of the database image (the
“window”). Then we shift the window to an adjacent area and compare again until we scan the
entire image. Small shifts reduces the probability to miss patterns but require more comparisons,
while large shifts may miss more patterns but require just a few comparisons. However, even with
low shifts we might miss a pattern if its size in both images is quite different, like when a physician
uses a zoomed image of a tumor and searches for similar tumors on x-rays of the entire chest. The
solution is to use scale down copies of the query image (keeping the aspect ratio) and use the above
method with all of them, one by one.

A CBIR system should meet several requirements to be used in the medical environment [11, 4].
One of the most important is how long queries take to execute. A system that always gives perfect
results but takes hours to do it isn’t of much use. Ideally, CBIR systems should be interactive,
which means that users expect them to answer a query in a few seconds or less, otherwise they will
lose interest. Obviously, any CBIR system has to provide correct results for a given query. That
is, if a user wants to find the most similar image to a photo of a patient’s lungs, it’s not likely that
a system which retrieves a photo of a leg would please him.

Medical images have specific properties that a CBIR system should take into account. The
most important are: (a) they only have gray-levels – any other color is artificial – thus should not
be used; (b) small details may have a major importance (e.g. tumors). The best feature extraction
methods usually need large feature vectors to store a good representation of the image content.
Therefore, the number of comparisons involved in sub-pattern matching can easily reach many
millions, even in small collections. The strategy typically followed to reduce a query’s time is to
use an indexing structure which groups similar vectors together, so that we only need to search a
small subset of the vectors. Unfortunately, the large majority of indexing methods are very fast
when dealing with low dimensional vectors (roughly around 10 or 20 elements) but when that
number increases, their performance deteriorates greatly (the curse of dimensionality [20, 15]).

We propose the use of an indexing mechanism called Hierarchical Linear Subspace Method
slightly adapted to a sub-pattern matching context. We will adopt a very simple feature extraction
mechanism by using the pixels themselves as features, thus creating very large feature vectors,
possibly larger than the feature vectors created by the most sophisticated feature extraction method
available. We will show that our system is able to process such queries in useful time, thus being
able to integrate the most complex feature extraction mechanisms and still retrieve the perceptually
most similar images also in useful time.

2 Related Work

Every time an image is inserted in the database, feature extraction methods based on the color
(e.g. auto-correlograms [8], color coherence vectors [12]), texture (e.g. co-occurrence matrices [6],
tamura images [16]) and shape (e.g curvature, centroid distance [21]) create an image representation
in large feature vectors. Since databases in the medical field can easily have several thousands of
images, it is important that we use a structure to index those vectors with the following qualities:
(a) no “good” results should be missed (false dismissals) when querying for the most similar images
(Nearest Neighbor Queries), (b) the time to insert, delete or query an image should be O(d log(n)),
and (c) the space required to store the vectors should be O(d n), where d is the number of elements
in the feature vector and n is the number of images. The strategy usually followed is to consider
that the vector represents a single point in a d-dimensional space, using the elements in the vector
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as coordinates (Metric Index ). We then split the d-dimensional space into smaller subspaces,
keeping neighboring points in neighboring subspace, thus restricting our searches there.

2.1 R-Trees

An R-Tree is a Spatial Access Method (SAM) originally created to index any multidimensional
shape, not just points. In R-Trees the shapes (or groups of neighboring points) are involved using
the smallest possible multidimensional interval, known as minimum bounding rectangles (MBRs).
The tree is constructed by creating bigger and bigger MBRs (the parents) that involve groups of
smaller rectangles (the children), until we cover all data [5]. The main innovation of R-Trees is
that parent MBRs are allowed to overlap, that is, a shape can be involved by more than one parent
MBR. This important property keeps the tree balanced without wasting space. Unfortunately, it
also means that in a search, we can opt for the wrong branch, which will force us to trace back,
thus wasting time. In low dimensionality spaces R-Trees are very efficient, because the probability
of trace backs is quite tolerable. However, this probability rises with the dimensionality of the
space, because the volume of the MBRs increase exponentially, causing many more overlaps [3].

There is a plethora of metric indexes, including the k-d-tree that splits the feature space into
disjoint areas using a different coordinate as the discriminator in each level [3, 2, 10], the k-D-B tree
that combines the qualities of k-d and B-trees [13], the LSD-tree that refines the split decisions of
k-d trees to index shapes [7], R*-trees that improves the insertion algorithm of R-trees, by delaying
node splitting, to find the optimal branch to insert the new node, reducing overlaps [1], the SS-tree
uses spheres instead of MBRs [17] and the SR-trees that uses both MBRs and Spheres to get the
benefits of both methods [9].

2.2 Generic Multimedia Indexing

Generic Multimedia Indexing (GEMINI) tries to reduce the number of comparisons needed by
applying a “quick and dirty” filter that eliminates the great majority of the wrong results without
comparing the feature vectors. It begins by defining a function F (Oi) that maps each feature vector
Oi from an high dimensional space (original space) into a point on a much lower dimensional space
(feature space). When a query is made, the query vector is also mapped into the feature space and
all the points in a radius ε are chosen. Finally, those points are compared again in the original
space and the most similar are retrieved. Typically, the distance function used is the L2 Euclidean
distance, but any Lp distance is also valid [3].

Ideally our mapping function should preserve the distances between points in the original and
in the feature space. In practice, it suffices that the distance between points in the feature space
dfeature() is smaller or equal to the distance in the original space d(), which means that F () and
d() must satisfy the Lower Bounding Lemma of equation 1.

dfeature(F (O1), F (O2)) 6 d(O1, O2) (1)

If the lower bounding lemma is satisfied, all points at a distance lower than ε in the original
space (the points we want to retrieve) are also at a lower distance in the feature space, so we don’t
miss any valid result (no false dismissals). However, some points that are at a distance bigger
than ε may be at a smaller distance in the feature space, and therefore they will be also chosen
(false hits/alarms). That’s why we need to compare the chosen points again in the original space.
Ideally, the mapping function should reduce the dimension of the vectors as much as possible,
while keeping the most of its information. Mapping functions usually used are the mean of all
elements of the vector, the first few coefficients of the Discrete Fourier Transform (DFT), wavelet
or the Karhunen–Loève transform (KLT). This last method, also known as Principal Component
Analysis (PCA) achieves the best trade-of between the vector compression and the information
kept, but has to be recalculated every time a new image is inserted or deleted from the database.

2.3 Hierarchical Linear Subspace Method

This recently proposed indexing mechanism, known as hierarchical linear subspace method [18],
like GEMINI, uses a function F () that satisfies the lower bounding lemma (see equation 1) to map
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the original space V into a lower dimensional feature space U . However, in this method we require
that the space V contains the subspace U (which is not a requirement in GEMINI) so that we can
map the distance dU between objects in the subspace U into a distance d the original space V ,
thus extending the lower bounding lemma:

dU (F (O1), F (O2)) 6 d(F (O1), F (O2)) 6 d(O1, O2) (2)

We can then define a set of subspaces U0 ⊃ U1 ⊃ ... ⊃ Un such that:

dim(U0) > dim(U1) > ... > dim(Un) (3)

If we can find such a function F (), we can map all s vectors into the lowest dimensional space
Un and collect the Un(σ) objects that are at a distance smaller than ε from the query object. Then
we only map the collected objects into the next higher dimensional space Un−1 and collect the
Un−1(σ) objects that are inside a radius ε from the query object. We repeat this process until we
reach the original space V = U0, where we must compare the remaining U1(σ) objects with the
query vector to eliminate false hits [19].

Therefore the computing costs of this method are:

Cost = s · dim(Un) + Un(σ) · dim(Un−1) + ...+ U1(σ) · dim(U0) (4)

=

n∑
i=1

Ui(σ) · dim(Ui−1) + s · dim(Un) (5)

An example of a mapping function F () that satisfies the extended lower bounding lemma of
equation 2 is the orthogonal projection of a m-dimensional space V into a f-dimensional subspace
U . If we use the euclidean distance, then we can map the distance dU in the subspace into the

space V by multiplying it by a constant c =
√

m
f as is proved in [18]:

d(U(O1), U(O2)) =

√
m

f
· dU (U(O1), U(O2)) (6)

In practice, for each image, we compute and store n copies in decreasing resolutions by cal-
culating the mean value of the pixels intensity over rectangular windows W of size j × k (which
correspond to an orthogonal projection [18]). This process, named Subsample Average, creates an
“image pyramid”, with the higher resolution image in the base and the lowest resolution image
in the apex. We begin by collecting all images in this lowest resolution similar to a query image
(also in this low resolution). Then, we perform another search in the next higher resolution (only
for the collected images) to collect a finer set and repeat the process until we reach the original
(highest) resolution, where we perform a linear scan (hopefully on a very small set of candidates)
to eliminate false hits.

3 System architecture

In Fig. 1, we present an high level view of the system developed. When a user inserts a new image
via the user interface, the system begins an off-line process to transform that image into a set of
features to store in the database. The first stage of this process consists on scanning the entire
image using different fixed-sized windows to isolate a set of sub-images, from various regions, called
fragments. We use four different windows, with dimensions 512 × 512, 256 × 256, 128 × 128 and
64 × 64 because, unfortunately this process takes too much time to be done at runtime for each
query, so we only allow query images with those dimensions.

In the next stage each fragment is included in a specific group according to its width and
height. Each group corresponds to an image pyramid with a specific number of levels (the bigger
the fragment’s dimensions more levels the corresponding image pyramid will have). In this stage,
the fragments are scaled down to every pyramid level’s dimension, using the Subsample Average,
already discussed in section 2.3. Each pixel in a level is just a subsample of the pixels in a 4 × 4
window in the previous level. The pyramid also includes the allowed query dimensions described
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above, except those bigger than the fragment’s dimensions. For instance, a 64 × 64 fragment has
an image pyramid with 3 levels (64 × 64, 16 × 16 and 4 × 4), while a 256 × 256 fragment has a
pyramid with 5 levels (256 × 256, 128 × 128, 64 × 64, 16 × 16 and 4 × 4).

In the last stage, we extract features from all fragments, both from the original fragment
corresponding to the base level in the pyramid and from the scaled down copies who correspond
to the other levels. Those features will finally be stored in the database, in a different table for
each group created in the previous stage. This stage is currently the most simple (despite being
the most time consuming, due to the database storage) because our features are simply the image
pixels themselves. In future versions of the system, a more complex feature extraction system is
recommended, which will turn this stage into the most important and complex stage in all this
process.

Figure 1: System architecture

When a user specifies a new query, by choosing the query image, the threshold and the al-
gorithm; the second and third stages described above are performed in the query image, but the
features aren’t stored in the database. Assuming that the query image’s dimensions match the
fragment’s dimensions of one of the groups created above, the feature vectors extracted from the
query image are then compared with all features whose dimension is smaller or equal. Each user
query is in fact a set of queries, whose number depends on the dimensions of the query image.
The idea isn’t only to query all fragments with the same size to find the most similar, but also to
scale down the query and compare the scaled images with the same-sized fragments. These extra
comparisons allow us to find patterns that when zoomed are similar to the query. Notice that we
always query the fragments with dimensions smaller and equal to the query image, ignoring the
larger dimensions. For instance, a 256×256 query image is compared with all 256×256, 128×128
and 64 × 64 fragments.

Even during the development stage, it was clear that the HLSM would have to be slightly
modified so that queries could be performed in useful time. Fortunately, the HLSM can be adapted
(we named it HLSM MEM ) to any image pyramid, so we noticed that with a 4 × 4 apex level,
we could load all feature vectors from that level into memory, allowing us to reduce the database
accesses to less than one percent. However, we also noticed that on more dynamic databases this
method could be much slower (although still orders of magnitude faster than a sequential scan) if
the threshold chosen was too big. So, to solve this problem, we created two additional adaptations:
the (a) HLSM ITER that repeat the query with increasing thresholds until a default number of
results is returned and the (b) HLSM ADAPT, that estimates the threshold based on the number
of images in the database.

4 Result analysis

The tests were run on a dataset containing 12000 x-ray images of 116 different views and parts of
the human body, including x-rays of the chest, arms, hands, pelvis, spine, legs and skull. The great
majority of the chest and skull images have dimensions between 512 × 350 and 512 × 512 pixels,
while the others usually are between 512 × 150 and 512 × 350 pixels, roughly. All tests, excluding
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those that evaluate how a specific aspect is influenced by the number of images in the database,
were performed using the fragments computed from the complete dataset, totaling 33 fragments
with a dimension of 512×512, 184423 fragments with a dimension of 256×256, 1391450 fragments
with a dimension of 128 × 128 and 7065752 fragments with a dimension of 64 × 64.

In a sequential scan we need to compare each fragment with the query image, regardless of the
threshold used. Therefore, the number of comparisons required in a query is only dependent on
the number of fragments and their dimension. In the HLSM, however, a reasonable threshold will
filter out the vast majority of non-similar fragments, thereby reducing the number of comparisons
to orders of magnitude lower than sequential scanning, as we can see in Fig. 2a. If we use a very
high threshold, we won’t be able to filter many fragments, so the total number of comparisons can
even be higher than in a sequential scan.

It may be expected that, by requiring a much lesser number of comparisons (assuming a rea-
sonable threshold), the HLSM would be much faster than a sequential scan. Based on [19], this
seems to be true when we compare entire images. According to results presented in Fig. 2b, despite
being faster than sequential scanning, the HLSM is not enough to perform sub-pattern matching
queries in useful time, even for small thresholds. This problem is due to the fact that we need to
load all the apex fragments from the database, regardless of the epsilon.

(a) Epsilon vs. Number of comparisons (b) Epsilon vs. Query time

Figure 2: Relation between the threshold and the performance of a query in a sequential scanning
and in the HLSM DB. The number of comparisons made by the HLSM is orders of magnitude
lower than those made by a sequential scan, since most fragments are filtered out in lower levels.
However, since the HLSM requires more database accesses, the query times aren’t very different.

If we use the HLSM MEM we manage to drastically reduce the time required to execute a
query, as it is shown in Fig 3a (notice that the time is now expressed in seconds). A closer look
on the Fig. 3a chart reveals that for low thresholds, most of the time spent is used when we load
and compare features in the apex. As the threshold increases, the time required to process a
query increases significantly as each pyramid level needs more time to filter out false hits from the
previous level, eventually becoming the main factor for the query total time. Fortunately, even a
low threshold is usually sufficient for more than a dozen of results in a typical query. Moreover,
as long as we keep our threshold in such range, the system is able to answer queries in a roughly
constant time, as we can see in Fig. 3b.

In a static database, it may be possible that, after some trials, a user obtains a reasonable
prediction of the ideal threshold in most queries. But in a more dynamic and realistic situation,
the user would need to be constantly testing as the correct epsilon value for each query would
continue to change. Moreover, as small changes in the threshold can influence greatly the number
of hits, each failed attempt is potentially a serious underestimation or overestimation. Each big
overestimation of the threshold will always mean a serious extra time spent, as we saw in Fig. 3a.
On the other hand, underestimating the threshold needed might not be a big problem because
(a) the number of returned results may still be useful enough, avoiding a second query and (b)
the time required to process the failed query is usually lower than the time needed to process the
second attempt, since the number of potential hits between levels is smaller. In theory, if the user
does not need additional attempts, the total time spent should never be more than twice the time
with an ideal epsilon.
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(a) Epsilon vs. Query time (b) Epsilon vs. Query time (zoomed for low epsilons)

Figure 3: Relation between epsilon and the query times of the pyramid levels in the HLSM MEM.
In lower epsilons almost all the time needed is spent on the apex due to the negligible number of
false hits. When epsilon increases, the probability of false hits also increases and the time required
to filter them in higher levels becomes more significant than the (constant) time spent on the apex.
Ideally, we should choose an epsilon that avoids this situation.

Based on the observations above, we tested an iterative version of the Hierarchical Linear Sub-
space Method, named HLSM ITER. We noticed that this version’s performance is less dependable
of a good epsilon choice, but more dependable on the type of the query image. That is, if our
query image is a typical region on many images in the database (e.g. the bone of a finger), the
expected number of results is high, even for low thresholds, thus the number of iterations will be
very small (see Fig. 4a). On the contrary, if we are searching for a rare pattern (e.g. a pacemaker),
we will need an high threshold before retrieving the default number of desired results, meaning
a bigger number of iterations, and therefore, more time spent (see Fig. 4b). However, it is more
likely that a user is more interested into finding uncommon and rare regions than finding relatively
common patterns. Moreover, some query parameters, like the initial threshold and on how much
should each iteration increase it, are very dependable on the number and type of images in the
database. Thus, in practice, this iterative version does not seem robust enough to solve a query’s
epsilon dependency.

(a) Querying a common pattern (b) Querying a rare pattern

Figure 4: Performance comparison of the iterative vs. non iterative versions of the HLSM according
to with the rarity of the pattern queried. Most patterns don’t require a large epsilon to retrieve
a few dozens of results, so the HLSM ITER only needs one or two iterations. However, a rare
pattern may require more iterations, meaning that the non-iterative version will be faster

As long as we don’t alter much the relative distribution of each image type and size as we insert
more images on the database, we expect each query to return more hits in a fairly linear order,
meaning that the time and number of comparisons needed to process the queries will also increase
linearly. In a sequential scan this fact is simply due to the increase in the number of fragments
compared, while in the database only HLSM, this fact is mostly due to the increase in the number
of database accesses in the apex of the image pyramid. Moreover, in the HLSM MEM, we must
also consider the increase in the number of false hits to be filtered out in later levels, which require
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database accesses. Notice that they also occur in the database only version, but the time needed
to process them is almost insignificant when compared with the time spent in the apex.

Based on the estimations above, we can conclude that to keep the number of hits roughly
constant as we change the number of images in the database, we should use a threshold inversely
proportional to the database size. In the HLSM ADAPT the threshold was defined empirically by
querying different sized databases multiple times. We raised the logarithm of the number of images
into two different powers, subtracted the larger value from a fixed base threshold and added the
smaller value, resulting in a smaller threshold as we increase the number of images.

As we seen before, using a lower threshold to return fewer hits means that the number of
fragments who aren’t similar enough in each pyramid level will increase. Since those fragments are
discarded in lower resolution levels, we don’t need to process them in higher levels, thus avoiding
unnecessary comparisons. Despite the number of comparisons avoided being negligible, because
over 99% of the total number of comparisons is made in the apex, and that number is independent
of the threshold used; we notice that the percentage of avoided fragments in higher resolution levels
is in some cases significant. By avoiding those fragments in those levels, we don’t need as many
database accesses, resulting on an slight improvement in some query times, as it’s shown in Fig 5.

(a) Query 1 (b) Query 2

Figure 5: Evolution of the query time needed by the adaptive HLSM and the non-adaptive HLSM
in two different queries as we increase the number of images in the database. For some queries,
there is no significant difference between the query times, however in other queries the number of
hits is so reduced that the time spent becomes relevant

As long as we don’t choose a very high threshold, both methods are able to perform queries
in useful time with the current number of fragments. However, they also grow linearly with the
number of images in the database, which implies that in a larger database, queries become too
slow to be useful. This linear growth is essentially caused by the apex level, since we compare
all fragments in that level with a sequential scan. This process can be made much quicker if
we use an indexing structure (e.g. an R*-tree) to index the fragments in that level, because
their dimensionality is 4 × 4 = 16, which is sufficiently low to trigger the curse of dimensionality,
keeping the methods efficient even with hundreds of millions of fragments. Table 1 shows that the
memory based algorithms, specially the HLSM MEM and the HLSM ADAPT can avoid the curse
of dimensionality. These methods sort very large feature vectors efficiently by avoiding over 99%
of unnecessary comparisons, thus performing queries involving millions of fragments in just a few
seconds.

Even using the pixels themselves as features, we noticed that the system is able to retrieve
perceptually good results for most queries, as long as the query image has distinct gray-levels with
an high contrast, such as, a light-gray bone in a black background. Those high contrast areas
tend to increase the difference between a relevant and a non-relevant hit. Query images with low
contrast usually give more non-relevant hits as the average distance of a relevant and a non-relevant
hit is more similar.
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Table 1: Average number of hits, comparisons and elapsed time on queries with two distinct
thresholds on three different-sized collections

(a) Query image (b) 1st hit, dist: 910 (c) 2nd hit, dist: 1458 (d) 3rd hit, dist: 1490

(e) 4th hit, dist: 1546 (f) 5th hit, dist: 1573 (g) 6th hit, dist: 1605 (h) 7th hit, dist: 1607

Figure 6: The first seven results retrieved by the system on a typical query

5 Conclusions

We showed that the Hierarchical Linear Subspace Method is able to avoid the curse of dimension-
ality, being able to sort very large feature vectors efficiently by avoiding over 99% of unnecessary
comparisons. As long as the new images have similar contents and sizes of those already in the
database, we can predict to a reasonable level of accuracy the threshold necessary to return a
desired number of hits, thus performing queries involving millions of fragments in just a few sec-
onds. It also reveals potential to support more complex feature extraction methods, increasing the
average quality of the results returned, regardless of the dimension of the feature vectors created.
Moreover, we can speed queries even more if we take advantage of the low dimensionality of the
feature vectors in the apex, by using another indexing method in that level, namely a spatial access
method like an R-tree.

Acknowledgments: The author would like to thank for the permission to use the data set
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Germany.
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